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Abstract— The current trend in parallel computing systems is shifting towards cluster systems with CMPs (chip mul-
tiprocessors). Further, the CMPs are usually configured hierarchically (e.g., multiple CMPs compose a multi-chip 
module and multiple multi-chip modules compose a node) to compose a node of the parallel system. A major chal-
lenge to be addressed is efficient use of such cluster systems for large-scale scientific applications. In this research, we 
analyze the performance of a computational biology code MrBayes on two supercomputers: DataStar p655 at San Di-
ego Supercomputer Center (SDSC) and Hydra at Texas A&M Supercomputing Facilities, and quantify the performance 
gap resulting from using different number of processors per node. We use PAIDE to instrument the source code of 
MrBayes to collect the performance, upload the performance data to Prophesy database, and then use Prophesy system 
to model the performance online. 
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1 INTRODUCTION

ARALLEL computing has been around for many 
years but the concepts of parallel computing has be-
come very diverse in a sense of there are more ways 

to divide and distribute processors. The current trend in 
parallel computing systems is shifting towards cluster 
systems with CMPs (chip multiprocessors). Further, the 
CMPs are usually configured hierarchically (e.g., multi-
ple CMPs compose a multi-chip module and multiple 
multi-chip modules compose a node) to compose a node 
of the parallel system. A major challenge to be addressed 
is efficient use of such cluster systems for large-scale sci-
entific applications. Through this investigation we will 
instrument and run MrBayes Computational Biology 
Code [1] and discuss the scalability of this code on SDSC 
DataStar P655 [2] and Texas A & M Hydra [3]. We quan-
tify the performance gap resulting from using different 
number of processors per node by processor partitioning 
[4]. We use PAIDE [5] to instrument the source code of 
MrBayes to collect the performance, upload the perform-
ance data to Prophesy database, and then use Prophesy 
system to model the performance online [6]. 

The remainder of this paper is organized as follows. 
Section 2 describes two supercomputing systems we 
used. Section 3 depicts a computational biology code 
MrBayes. Section 4 discusses Prophesy Automatic Instru-
mentation and Data Entry (PAIDE) system and use PAIDE 
to instrument the MrBayes code. Section 5 analyzes the 
performance of the MrBayes on two CMP clusters. Section 
6 discusses processor partitioning. Section 7 presents per-
formance modeling results, and concludes the paper in Sec-
tion 8.

2 CMP CLUSTER SYSTEMS

2.1 SDSC DataStar P655
The first CMP cluster system that will run the code is the 
San Diego Supercomputing Centers DataStar P655 [2]. 
This supercomputer can accept jobs in either batch or 

interactive mode. Since jobs are being submitted inten-
sively, batch mode will be used and I will submit using a 
Load Leveler Script. 

The type of chip on the DataStar is the IBM Power 4+ 
chip. The major characteristic of this is that the L3 cache 
memory does not have direct access to the other memory 
and it is off chipped connected to the control flow. 

The DataStar also has 272 nodes allowing each proces-
sor to hold up to 8 tasks per node (8 processors per node 
max). Peak performance of the DataStar is 6.8 GFlops per 
processor. The MrBayes Code will be analyzed on the 
DataStar up to 1024 processors. 

Above shows 
the Multiple Chip 
Module for the 
DataStar. Each 
chip in the data 
star has two pro-
cessors. The MCM 
Module shows 
one node, out of 
272, in the P655. 
One node in the 

DataStar is equivalent to 8 processors or 4 chips. The di-
agram above shows how each of the chips communicates 
and the structure of the node. 

2.2 TAMU Hydra
The Texas 

A&M 
University

Hydra system 
[3] is a Power 
5+ chip system 
meaning the 
L3 cache has 
direct access to 
the memory. In 

P
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turn, this speeds up the process of then processor. The L3 
cache is on chip compared to the Power 4+ which is off
chip. 

The TAMU Hydra has a maximum of 40 nodes and 
can work up to 16 tasks per node. Each node on the Hy-
dra has 16 processors. For the research of the MrBayes 
code, the computational code will not run above 128 pro-
cessors. Peak performance of the Hydra is faster per pro-
cessor at a rate of 7.8GFlops per processor. 

Above shows the Multiple Chip Module for the Hy-
dra. Each chip in the Hydra has two processors which 
are Power 5+ compared to the Power 4+ in the DataStar. 
The MCM Module shows one node, out of 40, in the Hy-
dra. One node in the DataStar is equivalent to 16 proces-
sors or 8 chips. 

The diagram above shows how each of the chips 
communicates and the structure of the node and the bus 
time.

2.3 COMPARISON

One of the major differences between the systems is the 
type of chip. The TAMU Hydra (shown on the left) is a 

Power 4+ System Chip. As the diagram shows, the L3 
cache is off chip in the DataStar compared to the Hydra’s 
chip which is on chip.  This makes a difference because 
the Power 5+ provides direct access and does not have to 
go through the control flow as in the Power 4+.

Between the two systems, the Hydra poses to be the 
weaker system but since it has the Power 5+ chip and 16 
processors per node, it tends to go through executions as 
quickly as larger systems. 

As data on previous experiments as shown, this data 
to be proved the same, the difference in the power of 
chip makes a significant difference in execution time on 
similar processors.  Direct access to the cache decreases 
the processor time. Also, the Hydra system has more 
power per processor compared to the DataStar which is 
capable of more overall power. 

3 MRBAYES COMPUTATIONAL BIOLOGY CODE

MrBayes is a program for the Bayesian estimation of 
phylogeny written in C and MPI. Bayesian inference 
of phylogeny is based upon a quantity called the pos-
terior probability distribution of trees, which is the 
probability of a tree conditioned on the observations. 
The conditioning is accomplished using Bayes's theo-
rem. The posterior probability distribution of trees is 
impossible to calculate analytically; instead, MrBayes 
uses a simulation technique called Markov chain 
Monte Carlo (or MCMC) to approximate the posterior 
probabilities of trees. 

The program takes as input a character matrix in a 
NEXUS file format. The output is several files with the 
parameters that were sampled by the MCMC algo-
rithm. It is being used in my research by being spread 
among the clusters and using an MPI. For purpose of this 
research, six data files will be analyzed. 

data set taxonomy

ADH 54

ANOLIS 30

AVIAN OVOCUMOIDS 89

CYNMIX 32

PRIMATES 12

REPLICASE 9

Each problem size is preset and defined by the size of the 
taxonomy. Taxonomy is the practice and science of clas-
sification.

The application MrBayes is ran in four steps:

Reading the Nexus Data File
 Setting the evolutionary model
Running the analysis
 Summarizing the samples

3.1 Reading the Nexus Data File
To get data into MrBayes, you need a so-called Nexus 

file that contains aligned nucleotide or amino acid se-
quences, morphological ("standard") data, restriction site 
(binary) data, or any mix of these four data types. The 
file contains only one block, a DATA block. The DATA 
block is initialized with begin data; followed by the di-
mensions statement, the format statement, and the ma-
trix statement. The dimensions statement must contain 
ntax, the number of taxonomy, and nchar, the number of 
characters in each aligned sequence. This is predefined in 
each of the executables. 

3.2 Setting the Evolutionary model
All of the commands are entered at the starting 

prompt. At a minimum two commands, lset and prset, 
are required to specify the evolutionary model that will 
be used in the analysis. For the purpose of equality 
throughout the research, I set all the models equal using 
the command, lset nst=6 rates=invgamma.

3.3 Running the analysis
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The analysis is started by executing the mcmc command.
The Ngen setting is the number of generations for which 
the analysis will be run. It is useful to run a small num-
ber of generations first to make sure the analysis are cor-
rectly set up and to get an idea of how long it will take to 
complete a longer analysis. For this research the ngen 
was set to 10,000. MrBayes will spend most of its effort 
changing topology and branch lengths. After the initial 
log likelihoods, MrBayes will print the state of the chains 
every 100th generation. The analysis stops at the 10,000 
generation or if the chain drops below 0.000001.

3.4 Summarizing the samples
During the run, samples of the substitution model pa-

rameters have been written to the .p files every sample-
freq generation. These files are tab-delimited text files.
Trees and branch lengths are printed to the .t files. 
These files are Nexus-formatted tree files. 

3.5 Summary
The steps for MrBayes are located in an instruction 

text file for the program to read and follow. Each of the 
steps above is stated in this file for each of the generated 
executables of MrBayes. MrBayes has six data files (adh, 
anolis, avian_ovomucoids, cynmix, primates, and repli-
case) that are generated into executables to be instru-
mented. Overall outlook for MrBayes deals with drug 
development and combination. MrBayes can help predict 
ways of combining multiple drugs or developing a single 
drug to reduce the side effects caused by mixing of other 
drugs. MrBayes deals with bioinformatics. 

4 PAIDE
Prophesy Automatic Instrumentation and Data Entry 
(PAIDE) system [5] is the instrumentation tool that gen-
erates the processor time for each of the MrBayes data 
files. The PAIDE provides a way to do automatic instru-
mentation for Fortran77, Fortran90, and C programs on 
diverse sys-
tems.

 MrBayes 
was instru-
mented using 
PAIDE so that 
it records 
each proces-
sor time for 
the main ex-
ecutable mb*. 

The goal of 
this research 
is to get the 
processor 
time for all
eight data 
nexus files. 
This is being 
done by editing the ntax and nchar inside of the Bayes
instrumented file. Once the problem size is edited, the 

executable is copied as mb-yourdatafile and the entire 
MrBayes directory is recompiled. This is done for all of the 
data files. 

After a job from the executable is successfully submit-
ted, PAIDE generates *.p000, *p001, …, files for each proc-
essor. Inside each of the files it gives the system name, 
number of processor, and execution time for that given 
processor. This is done on a scale of 128 processors on the 
Hydra system and 1024 on the DataStar. For each level of 
processors, PAIDE gives the execution time so that the 
scalability analysis can be compared and organized easily 
from the two systems. 

5 Performance Analysis

5.1 Scalability Analysis
Between the DataStar and the Hydra there are six data 
files to be analyzed (adh, anolis, avian_ovomucoids, 
cynmix, primates, and replicase). Out of these files each 
of them are ran the minimum of three times to ensure 
getting the most accurate processor results. In the chart 
below shows the execution times in the DataStar P655
and the TAMU Hydra. This data below shows the over-
head between the processors once it exceeds 256. After 
running the analysis on a maximum of 256 processors, 
the time it takes to communicate is longer than the time 
for the actual analysis. 

In theory, the analysis is faster when you increase 
the number of processors but the time it takes to com-
municate also increases so in turn, the execution time is 
larger than the smaller number of processors. Runtime in 
seconds is the Formula: Truntime= Tprocessortime + 
Tcommunication. This formula is the reason for the in-
crease and decrease over certain times. For instance, 
when the numbers of processors increase, the actual 
work is being done faster than the previous amount. 
However, the communication between the processors 
also increases in turn increasing the entire runtime. The 
overhead on the p655 DataStar is greater than the over-
head on the TAMU Hydra system.

# Processors (Hydra) (DataStar) ADH

32 1093.5 1365.38
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64 722.93 905.85

128 596.3 785.01

   256 505.17 659.9

512 531.89 1046.11

1024 1298.35

Table 1. ADH results

# Proces-
sors (Hydra) (DataStar)

avian ovo-
cumoids

64 2808.63 3535.93

128 1665.62 2097.52

256 1073.11 1427.9

512 839.7 1355.11

1024 1555.58

Table 2. avian_ovomucoids results

# Processors (Hydra) (DataStar) anolis

32 1242.4 1735.56

64 800.89 980.18

128 596.3 834.34

256 524.1 1001.21

512 536.95 1011.75

1024 1354

Table 3. anolis results

# Processors (Hydra) (DataStar) cynmix

64 920.26 1236.28

128 696.62 938.23

256 788.53

512 1076.84

1024 1343.66

Table 4. cynmix results

# Processors (Hydra) (DataStar) primates

4 2072.8 2379.44

8 1067.64 1277.77

16 681.86 776.32

32 458.17 622.05

64 396.04 548.76

128 420.88 559.53

256 409.3 631.07

512 485.73 941.17

1024 1356.67

Table 5. primates results

# Processors (Hydra) (DataStar) Replicase

4 2185.56 2357.33

8 1067.18 1260.98

16 643.5 764.97

32 466.94 611.7

64 388.29 559.4

128 422.6 552.14

256 420.18 585.95

512 485.10 906.43

1024 1302.89

Table 6. replicase results

Figure 2. Hydra Execution time

Figure 3. DataStar Execution time

Figure 4. Hydra Speedup

Figure 5. DataStar Speedup
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5.2 COMMUNICATION TIME

In each of the data sets in the P655 DataStar, the infliction 
point of 256 was reach. Meaning, the execution time in-
creased because the communication time was so high, it 
affected the total runtime. Below is the chart for the 
communication time of the DataStar for 256, 512, and 
1024 processors. 

256 Processors
Execution 
Time

% Communica-
tion

Primates 631.07 93

Replicase 585.95 93.4

512 Processors
Execution 
Time

% Communica-
tion

Primates 941.17 97.4

Replicase 906.43 97.5

1024 Processors
Execution 
Time

% Communica-
tion

primates 1359.67 98.9

replicase 1302.89 99

Table 7. Communication time on DataStar

6. PROCESSOR PARTITIONING

Processor Partitioning [4] is quantifying the gap resulting 
from using different number of processors per node for ap-
plication execution. For instance, the results in the analysis
are compared to the results below by calculating the per-
centage of difference between the best execution time along 
with the others. In both systems, a trend seems to occur 
where as the most numbers of allocated nodes, the better the 
execution time will be. 

Although, on the Hydra system, the execution time trend 
was not the case. For 32 processors, the most nodes pro-
duced the best execution time while others did not scale 
well. Working with the same amount of different processors 
distributing the tasks different produced different results for 
both of the systems. The P655 DataStar scaled the expected 
trend while the Hydra did not follow the exact trend. This 
will create different distributing techniques to help solve the 
more complex problems the most efficient way.

Table 8. Processor Partitioning

7. PERFORMANCE MODELING

After receiving all the data, the next task was to upload all 
of the data to the online Prophesy database via SOAP 
Server. Soap is the acronym for Simple Object Access Pro-
tocol. The SOAP script takes all of the execution output 
files that were instrumented and generated through PAIDE 
and uploads the performance data to the online database. 
   Once all of the data is uploaded to the database, the data 
then is able to be modeled for prediction. Below is the au-
tomatically generated model for the MrBayes Application 
on the P655 DataStar. This projects the execution time on 
the scale of 2000 processors in Figure 6. 

Figure 6. Primates DataStar Model

Figure 7. Primates Hydra Model

DataStar

8 Processors 1x8 2x4 4x2 8x1

Primates
1277.77 
(.19%) 1305.01 (.97%) 1301.26 (.6%) 1275.35

Replicase 1260.98 1457.64 (15.6%) 1313.73 (4.2%) 1263.36 (.1%)

32 Processors 4x8 8x4 16x2 32x1

Primates 622.05 (3.6%) 658.08 (9.6%) 693.89 (15.6%) 600.11

Replicase 611.7 (.17%) 652.2 (6.8%) 702.88 (15.1%) 610.63

64 Processors 8x8 16x4 32x2 64x1

Primates
548.76 
(11.4%) 577.35 (17.3%) 576.68 (17.2%) 491.97

Replicase 559.4 (13.5%) 579.87 (18.6%) 526.07 (7.6%) 489.06

Hydra

16 Processors 1x16 2x8 4x4 8x2 16x1

Primates
681.86 
(6.6%)

643.47 
(.6%)

677.47 
(6.0%)

701.5 
(9.7%) 639.13

Replicase 643.5 (.6%)
641.71 
(.3%)

669.22 
(4.6%)

703.2 
(9.9%) 639.51

32 Processors 2x16 4x8 8x4 16x2 32x1

Primates
458.17 
(4.25%)

464.94 
(5.8%)

491.12 
(11.75%)

518.84 
(18.06%) 439.47

Replicase
466.94 
(6.4%)

462.71 
(5.4%)

493.68 
(12.5%)

523.67 
(19.36%) 438.72

64 Processors 4x16 8x8 16x4 32x2

Primates 396.04
399.26 
(.8%)

426.34 
(7.4%)

427.81 
(8.02%)

Replicase 388.29
398.89 
(2.7%)

426.45 
(9.8%)

434.4 
(11.87%)
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     Figure 8. Replicase DataStar Model

Figure 9. Replicase Hydra Model

8. CONCLUSION

In Conclusion, the research of analyzing chip multi-
processors on CMP clusters is beneficial to see the 
most effective and fast way to analyze large sets of 
data. For instance, through this research I concluded 
that in some data files it was more efficient to run 256 
processors compared to 1024. There was a significant 
processor time difference between those two values as 
the processor time no longer decreased when the 
number of processors increased. I found that on Da-
taStar, the point of infliction is around 256 processors. 
The computational time decreased but at the same 
time, the communication time between the processors 
increases.  Although of the communication increase, it 
is noticeable that the larger the dataset, the better the 
scalability. The MrBayes datasets were set problem 
sizes so smaller problems would have been done rap-
idly on smaller number of processors. The section of 
communication time shows that on DataStar, after 256 
processors, the time generated was almost completely 
communication time. The larger the problem set, the 
better the scalability. Also Hydra did not peak as high 
as DataStar because of its better communication net-
work. The communication network along with the 
chip aricheture makes Hydra a better system to scale 
MrBayes on.  While continuing research in this with 
this application, I will fine tune the application for 
better scalability.
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